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How to make network infrastructures talk by playing with

the TTL field

The traceroute program shows the path followed by packets emitted to a given destination. Even if we see the advantage of this
application for network fixing, we don’t assess them well in the network security field.

How does it work ?
Playing with the TTL fietd

Traceroute is based on the limited time to live of IP packets. This time to live is fixed by the value of the TTL field (TTL =
Time To Live, see figure 1. By emitting packets to our target with an increasing TTL value, we produce a so—called "TTL
Exceeded" error on each router on the path to our target and get an ICMP error as a consequence, which allows us to identify
the traversed point, or hop, which generated it.

Then, we get this kind of results :

cbr@elendil:~$ traceroute www.nerim.net
traceroute to wwwO.nerim.net (62.4.16.81), 64 hops max, 40 byte packets
1 gw (172.16.1.1) 3 ms 2 ms 2 ms

2 loopbackl-Tns101-tip-voltaire.nerim.net (62.4.16.248) 89 ms 142 ms 55 ms
3 geth0-2-swr20l-srv-voltaire.nerim.net (62.4.16.30) 105 ms 59 ms 127 ms
4 wwwO.nerim.net (62.4.16.81) 127 ms 94 ms 70 ms

When the TTL field’s value is high enough to reach the target, this one answers to the request contained in our packet, sign that
we reached our destination. A lack of response is a problem as it prevents us from knowing if the tracing process is finished or
just blocked on the way, but we’ll be able to take advantage of this kind of incidents.
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_ Protocol Header Checksum
Source Address
Destination Address
Options Padding
figurel

Efficiently generate a response

Two genericly implemented methods exist in order to generate a response. The first one, the one of most of the tools available
under Unix, consists in sending an UDP datagram to a high port, supposed closed, and to wait for a Port Unreachable ICMP
error in return. The second one, mainly implemented under Windows, consists in sending a ping. Insofar as the firewalls that
our packets will cross stand a good chance of filtering this kind of packets, these two methods aren’t very efficient. The same
applies to all other ICMP requests (timestamp, netmask and info), universally blocked and not necessarily supported by every
operating system.

We can use TCP packets to generate a response. Indeed, receiving a SYN TCP packet on an open port leads to the issuing of a
SYN-ACK one by the target. If the port is closed, the box sends us a RST-ACK. This is called TCP traceroute. This technique
has many advantages. First, it is usable with any box having an opened TCP port. It’s certainly not the case of all boxes
connected to the Internet, but it concerns the majority of the ones we could be interested about. Also, whichever the taken
security measures (well, virtually), an opened TCP port is still reachable because it offers a service. Thus, we are able to do a
traceroute on a box like the HTTP server at www.microsoft.com, where classical methods don’t give any result. We use
tcptraceroute [1]. It should be noted that we could have just as well used hping [2] or Scapy [3], which are more versatile,
therefore more powerful, tools.
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cbr@elendil:~$ traceroute www.microsoft.com
traceroute to www.microsoft.akadns.net (207.46.249.27), 64 hops max, 40 byte packets
gw (172.16.1.1) 2 ms 3 ms 2 ms
.
207.46.36.66 (207.46.36.66) 459 ms 292 ms 332 ms
207.46.155.10 (207.46.155.10) 363 ms 299 ms 238 ms

[...]
cbr@elendil:~$ tcptraceroute www.microsoft.com 80
Selected device ethO, address 172.16.1.11, port 32847 for outgoing packets
Tracing the path to www.microsoft.com (207.46.249.27) on TCP port 80, 30 hops max
gw (172.168.1.1) 2.129 ms 2.023 ms 1.846 ms
..
207.46.36.66 (207.46.36.66) 274.917 ms 214.802 ms 350.485 ms
207.46.155.10 (207.46.155.10) 442.061 ms 272.501 ms 287.735 ms
207.46.224.209 (207.46.224.209) 302.425 ms 289.177 ms 354.821 ms
microsoft.com (207.46.249.27) [open] 301.620 ms * 549.395 ms

Eloguent and there’s no going back on it. Whereas the first traceroute is blocked at the thirteenth hop, the TCP traceroute
reaches its destination.

With a bit more imagination, we can create "made to measure" traceroutes for systems which have a more exotic reachability.
For instance, with a DNS server only reachable through UDP and which accessistotaly filtered, we can make areal DNS
request that will be answered. Using Scapy [ 3], we get a convincing result on microsoft.com’s primary DNS (207.46.138.20),
whereas a classical traceroute gets stuck at the thirteenth hop (the famous 13th hop...) :

cbr@elendil:~$ traceroute 207.46.138.20
traceroute to 207.46.138.20 (207.46.38.20), 64 hops max, 40 byte packets
gw (172.16.1.1) 2 ms 2 ms 2 ms
.
207.46.36.210 (207.46.36.210) 320 ms 227 ms 288 ms
207.46.155.17 (207.46.155.17) 278 ms 254 ms 218 ms

root@elendil:~# scapy

Welcome to Scapy (0.9.14.1beta)

>>> a=IP(dst="207.46.138.20",tt1=(1,30))/UDP()/DNS(rd=1,qd=DNSQR (gname="www.microsoft.com"))

>>> ans,unans=sr(a)

Begin emission:
I L *.%.*% . *Finished to send 30 packets.

Received 69 packets, got 30 answers, remaining 0 packets
>>> for snd,rcv in ans:
print snd.ttl, rcv.src

1172.16.1.1
..
207.46.36.210
207.46.155.17
207.46.129.9
207.46.138.20
207.46.138.20
207.46.138.20

Thus, the most important in a traceroute consists in generating a response, whatever means are used. Since we are able to make
the destination host issue a response, we win.
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Traceroute applications in network dicovery

The advantage in TCP and UDP approaches of traceroute lies in the fact that we don’t only trace the path to an IP address, but
to a responding service at this address. This difference allows us to go much further in the discovery of distant networks’
configurations.

Firewalls detection and rule sets discovery

Discovery is based on the comparison of several traceroutes, on different opened services as well as on closed ports. That way,
we’re able to distinguish between the machines hosting the concerned services (eventually being redirected or load—balanced)
and the devices which protect them. Let’s get back to the www.micr osoft.com web server. The comparison between the
classical traceroute and the TCP traceroute shows that the thirteenth hop (207.46.224.209) is a packet filter. This will be
confirmed if we make a TCP traceroute to port 21 for example : tracing is blocked by the thirteenth hop. That’s why TCP (or
UDP) traceroute is often used in firewalking [4]. This way, by repeating the same steps with different destinations, used
protocol as well as source and destination ports, we’re able to guess the configuration of a potential firewall in a way which is
often more efficient than a ports scan, as well as its exact location in the network. Thanks to this technique, we’re capable to
identify filtering carried out by cascaded equipments with different configurations.

cbr@elendil:~$ tcptraceroute www.microsoft.com 21

o]
pos15-0.corel.seal.us.msn.net (207.46.33.29) 272.535 ms 219.263 ms 314.943 ms

207.46.36.66 (207.46.36.66) 230.227 ms 409.276 ms 342.592 ms
207.46.155.10 (207.46.155.10) 222.488 ms 262.243 ms 340.038 ms

Analysis of load balancing systems

Other discovery thanks to traceroute. We quickly notice that, in fact, the name www.microsoft.com points to 6 different IP
addresses using round robbin :

cbr@elendil:~$ host www.microsoft.com

www.microsoft.com CNAME www.microsoft.akadns.net
www.microsoft.akadns.net 207.46.249.27
www.microsoft.akadns.net 207.46.249.190
www.microsoft.akadns.net 207.46.249.222
www.microsoft.akadns.net 207.46.134.155
www.microsoft.akadns.net 207.46.134.190
www.microsoft.akadns.net 207.46.134.222

We can trace each of these addresses to see if different paths are followed. We then see that 207.46.249.* addresses are not
routed to the same place than the 207.46.134.* ones, which gives us a better idea of the load balancing architecture :

cbr@elendil:~$ tcptraceroute 207.46.249.27 80
o]
207.46.36.66 (207.46.36.66) 356.165 ms 472.235 ms 322.625 ms
207.46.155.10 (207.46.155.10) 235.605 ms 244.070 ms 265.127 ms
207.46.224.209 (207.46.224.209) 220.053 ms 292.196 ms 217.523 ms
microsoft.com (207.46.249.27) [open] 212.584 ms * 470.207 ms

cbr@elendil:~$ tcptraceroute 207.46.134.155 80
o]
207.46.36.66 (207.46.36.66) 252.432 ms 218.147 ms 216.549 ms
207.46.155.17 (207.46.155.17) 260.049 ms 268.678 ms 247.330 ms
207.46.129.146 (207.46.129.146) 257.516 ms 236.545 ms 218.074 ms
microsoft.com (207.46.134.155) [open] 377.202 ms * 554.835 ms
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Flow redirections and transparent proxying detection
(for the best and the wor st alike)

Aswe are tracing services, we are able to detect any proxying attempt on a specific flow, like a transparent HTTP proxy for
instance. In the present case, aredirection of HTTP traffic, i.e. TCP to port 80, has been set up on the outgoing gateway. If we
run aclassical traceroute on www.nerim.net, we get the same result as earlier. But, thisisn't afair reflection of the real
network configuration (seefigure 2).
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figure 2 : transparent HTTP proxy
Let’srun a TCP traceroute to port 80 :

cbr@elendil:~$ tcptraceroute www.nerim.net 80
Selected device ethO, address 172.16.1.11, port 32861 for outgoing packets

Tracing the path to www.nerim.net (62.4.16.81) on TCP port 80, 30 hops max
1 gw (172.16.1.1) 45.667 ms 10.069 ms 2.216 ms
2 www.nerim.net (62.4.16.81) [open] 78.369 ms 43.733 ms 24.240 ms

There' s a noteworthy difference between our two results, proof that we are in the presence of aflow redirection to alocal proxy.
However, it’ s difficult to identify it because it responds to all our requests using the IP we' re interrogating. We must be clever.
For example, athorough examination of the response packets, particularly the TTL field' s value, tells us something about the
distance of such a proxy. That same way, we can discover flow redirection [5] or Man In the Middle attacks, by differentiation
of several traceroutesto different servicesif there is some doubt. For example, during a recent meeting, we' ve been able to
identify awireless access point as being an intruder (rogue AP [6] running a honeypot [7], which happened to be honeyd [8])
used as an attack tool, emulating a virtual network architecture and many services capable of capturing sensitive informations
(login/password for instance). Actually, the network topology presented by this fake access point wasn’t coherent at al with the
expected results.

Thanksto atraceroute, we're able to detect a port redirection done by address translation (DNAT, in accordance with the
linuxian designation). Indeed, atraceroute to the NAT equipment will give us some number of hops. On the other hand, a
service oriented traceroute on the redirected port will result in a TTL Exceeded error at the firewall’slevel, whereasit should
respond, and will reach itstarget with a more important number of hops. But, the final response will still have the firewall’ s IP.
Itisatypical inconsistency between redirected ports and traceroute.
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cbr@elendil:~$ traceroute web
traceroute to web (172.16.1.1), 64 hops max, 40 byte packets
1 gw (172.16.1.1) 3 ms 2 ms 2 ms
2 web (172.16.3.10) 4 ms 3 ms 3 ms
cbr@elendil:~$ tcptraceroute web 80

Selected device ethO, address 172.16.1.11, port 32845 for outgoing packets
Tracing the path to web (172.16.1.1) on TCP port 80, 30 hops max

1 gw (172.16.1.1) 2.231 ms 2.113 ms 2.101 ms

2 web (172.16.3.10) 3.456 ms 3.345 ms 3.130 ms

3 web (172.16.3.10) [open] 4.560 ms 3.980 ms 3.654 ms

Honeypots detection

So, traceroute is also one of the most used mean by hackers to find out if they’re in presence of a honeypot [7] supposed to
deceive them. Indeed, when a connection is redirected to a honeypot, the packets’ path happens to be modified. Consequently, if
the trap’s implementation isn’t rigorous, redirection can be detected. When most products deal rather correctly with an external
traceroute deception, they’re definitely less efficient when the test is ran from the honeypot itself. Many researches in the
honeypots’ field incidentally concern this particular point.

Exploiting routers' security holes

At last, the TTL field is also used to attack routers, or even firewalls. Indeed, if thoses rarely have opened services, some
implementation mistakes in their routing layer can be exploited. An appropriate value of the TTL field allows an attacker to
precisely aim at a router without sending it specifically targetted packets. They’ll just have to be routed by this equipment. For
example, a bad NAT management by Linux 2.4 [9] allowed to get the internal hosts’ addresses to which a firewall port was
redirected using address translation. A poor ICMP errors building in 2.0 Linux kernels [10] was leading to the inclusion of some
kernel’s memory parts in the returned ICMP errors.

Cédric Blancher
sid@miscmag.com

Big thanks to Master Phil’
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